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Abstract: Gaussian Process Regression (GPR) is a flexible non-parametric regression 
technique that provides an alternative solution to the model selection problem commonly 
seen in parametric models. GPR models are able to easily model complex non-linear 
relationships that are often present in rate of occurrence of failure data.  The predictive 
distributions that result from the regression models are then used to provide valuable 
insights into the behavior of the data. An example of the application of this approach has 
been demonstrated for modeling the rate of occurrence of failure of a fleet of vehicles on a 
monthly basis.  The Log-GPR model applied in this context is useful for detecting 
significant reliability problems that may occur over time.  In order to assess the 
generalization capability of the model to accurately represent a test data set, a goodness of 
fit test is also presented.   

Keywords: Gaussian process, rate of occurrence of failure prediction, time-dependent 
rate of occurrence of failure, Bayesian analysis, rate of occurrence of failure of vehicles 

1. Introduction 

Predicting and monitoring the reliability of equipment has been a topic of great interest for 
many years throughout a variety of industries.  It is of particular importance for fleets of 
complex repairable systems.  High or suddenly increased rates of occurrence of failures 
within the fleet can have a number of negative consequences, including reduced 
performance and increased operating costs.  Reliability monitoring in this way can also 
contribute to the establishment of preventative maintenance policies that may help to 
increase the reliability of the fleet.   
     Reliability monitoring in this context involves examining the occurrence of failures 
over time for the entire fleet of vehicles, which reduces to a time-series problem.  The 
problem is often complicated by the complexities of the fleet itself.  The vehicles can see 
different amounts of usage throughout the year, and they are also potentially spread over 
large geographic areas.  This exposes the individual vehicles to a wide variety of 
environmental conditions and stresses, which serve to introduce complex non-linear 
relationships into the data.  These non-linear relationships are often difficult to model 
using standard parametric techniques, and this is the main benefit of the flexible modeling 
technique known as Log-Gaussian Process Regression (Log-GPR) presented here.   
     Standard GPR is a nonparametric alternative to traditional Bayesian regression that can 
easily model the complex non-linear relationships present in many real world settings.  
The technique provides a straightforward approach for modeling dependencies within the 
data, such as those that would be found with a complex time-series.  The Log-GPR 
approach used here applies the standard GPR approach to the Log-transformed data to 
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develop the model.  The flexibility of GPR (and hence Log-GPR) makes it extremely 
useful in this context. 
      Past work in this area has often involved parametric modeling of probabilistic 
processes.  A negative binomial model using constrained likelihood estimates was 
proposed in [1] and [2].  Mining equipment reliability was modeled in [3] and [4], first 
using a combination of graphical and statistical methods and then extending to a power 
law process model.  A modified Duane model applying reliability decay was used in [5].  
Statistical process control methods have also been a consistent approach in this area.  
Cumulative sum control chart procedures for maintenance data were developed in [6], 
while more general control chart procedures for Exponential and Weibull time between 
failures were presented in [7].  An application of this procedure to the Exponential process 
was provided in [8].  Other work in process control modeling has used Shewhart charts 
while assuming a Markov process to model a number of possible out-of-control states.  
Cost and maintenance are considered jointly under this framework in [9], and a variable 
parameter control chart is developed in [10].  More recent work has also examined the 
impacts of general deterioration while developing an integrated process control and 
preventative maintenance approach [11], and a progressive mean control chart approach is 
presented in [12].  
     The use of GPR itself has grown in recent years due to advances in computational 
capabilities, but it has basic theoretical origins that date to Weiner and Kolmogorov in the 
1940’s.  GPR has also been widely used in geostatistics since the 1970’s, where it is more 
commonly known as “kriging” [13].  GPR can be shown as a limiting form of a large class 
of Artificial Neural Network (ANN) models [14].  It is also a more general form of both 
the Relevance Vector Machine (RVM) found in the machine learning literature [15],[16] 
and the more traditional Auto Regressive Moving Average (ARMA) model [17].  GPR 
has also seen recent applications involving complex response functions that may 
otherwise be difficult to model.  Computer simulations are increasingly used as a 
substitute for testing and experimentation, and the output from such simulations is 
modeled with GPR in [18].  GPR has also been used in [19] and [20] to develop surrogate 
models for complex component response functions in the context of system reliability 
analysis. 
     This paper is organized as follows.  Section 2 introduces Log-GPR in the context of 
modeling and monitoring the reliability of a fleet of vehicles over time.  A goodness of fit 
test for model assessment is presented in Section 3, and conclusions are provided in 
Section 4.  

2.    Gaussian Process Regression for Fleet Reliability Monitoring 

We illustrate the application of reliability monitoring using Log-GPR by examining the 
monthly number of failures that are observed for a fleet of similar vehicles.  The vehicles 
are spread over two different locations, and two different jobs are performed at each 
location.  The odometer reading and location of each vehicle are both recorded, along with 
the specific model of the vehicle (e.g., specific drivetrain, components, etc.) and the job 
type (e.g., long trips with heavy loads, short trips, etc.).   The number of failures is 
impacted by differences in usage and fleet size, and we control for this by normalizing 
with respect to the monthly miles accumulated.  The data are therefore rate of occurrence 
of failures with units of number of failures per mile.  Data are collected for the entire fleet, 
and the overall rate of occurrence of failure is found by dividing the total number of 
failures by the total number of miles driven during the month.   
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     Analyzing data at this level can be useful for indicating any unforeseen issues that may 
be occurring in the fleet, such as parts wear-out or a defective lot of replacement parts.  It 
can provide insights into any gradual changes in the rate of occurrence of failure that may 
occur over time, which may prove useful for fleet management.  Log-GPR modeling can 
also be used as a means of examining the reliability variation that may exist within the 
fleet for a given month.  Detailed inputs for each vehicle, such as the odometer reading, 
location, and job associated with each can be used to develop an additional Log-GPR 
model.  This can provide additional information on the cause of a specific problem, which 
allows fleet managers to direct the appropriate resources and address the problem in a 
more efficient manner.   

2.1  Log-GPR Approach 

To motivate development of the Log-GPR approach used to model the rate of occurrence 
of failures, we first present the standard GPR approach.  These models are powerful 
methods that provide an extremely flexible framework for regression.  The underlying 
problem assumes a set of samples where each of the inputs X i are associated with the 
target values Yi.  The problem is then to infer the function f such that Y = f(X).  To apply 
GPR to rate of occurrence of failures, it is useful to consider Gaussian Processes as a 
collection of random variables that are multivariate normally distributed.  This can be 
described more formally as:  

                                                                                         (1) 

where the target data vector Y follows a multivariate normal distribution with mean zero 
and covariance matrix K(X,X).  The covariance matrix is defined element-wise by the 
kernel function k(x,x’) for any two points x and x’ in the input vector X.  The kernel 
function can be defined by any function that meets the necessary properties for a 
covariance function.  Further details on these properties can be found in [15] and [21].  In 
the context of the covariance matrix K, the properties can be reduced to the sufficient 
condition that the eigenvalues of the resulting matrix are positive. 
     From the definition in Eq. (1), the joint distribution of the observed Y values and any 
future values of interest represented by Y* is given by 

               
,                   (2) 

where the X values are the inputs associated with the observed target Y’s and the X* are 
the inputs associated with the Y* values of interest.  The problem is then to estimate the 
Y* given the values of X, Y, and X*.  Standard results (see for example Appendix A.2 in 
[15]) then provide the following predictive distributional result. 

                                                                                                                                       (3) 
Under squared error loss the best estimate for Y* is then given by the mean of the 
predictive distribution 

                                                                       (4) 

     Note that specification of the kernel function completely determines the model and 
allows for predictions to be made with simple matrix algebra.  The kernel function itself is 
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specified with numerous potential hyperparameters, which can be determined through 
optimization techniques such as maximum likelihood and cross validation. The 
computational complexity lies with computing the required matrix inverse in Eqs. (3) and 
(4), and this can be easily handled with techniques such as Cholesky decomposition.  It is 
also worth mentioning that the mean of the model in Eqs. (1) and (2) is assumed to be 
zero for simplicity.  This is not necessarily a limitation of the technique though, as the 
predicted result in Eq. (4) is not zero.  The GPR model can also be easily extended to 
handle non-zero mean functions (see Section 2.7 in [15] for further details and discussion).     
     When the data are strictly positive as in the case of the rate of occurrence of failures, 
the assumption of normality in Eqs. (1) and (2) is violated.  A log-transform can be used 
to map the data into the appropriate range, and the underlying GP model is now a Log-GP 
model given by  

                (5)
 

     From Eq. (5), standard results for lognormal distributions provide the mean predicted 
value as  

                                                                                                      (6) 

where μ and  Σ are the mean and covariance of the normal distribution for the transformed 
data from Eqs. (3) and (4).  The corresponding (1-α )% probability intervals can then be 
found from  

       [ ] [ ]( )2/12/1 exp,exp αα µµ −− Σ+Σ− zz                                 (7) 
where the z1-α/2 value is the corresponding standard normal percentile. 

2.2   Reliability Monitoring with Log-GPR Model 

A general step-by-step approach for applying Log-GPR is as follows: 
1. Segment data into training/test sets for later goodness-of-fit testing. 
2. Examine data for any trends that may exist, and select potential kernel function 

based on observed trends and additional information regarding data (e.g., noise).   
3. Determine hyperparameter estimates using training data and desired technique 

(e.g., maximum likelihood, cross validation).   
4. Compute model predictions using training data. 
5. Examine model performance using goodness-of-fit test with test data. 

To enable later tests for model assessment, the rate of occurrence of failures over a period 
of 41 months were partitioned into 30 training data points and 11 randomly chosen test 
data points.  The training data points were used to develop the Log-GPR model described 
in Eqs. (5)-(7), with the X inputs being the month number and the Log(Y) being the log of 
the fleet rate of occurrence of failure each month.  The test data were held out of the initial 
model and applied in goodness of fit tests presented in Section 3.  When choosing the 
kernel function to describe the covariance matrix for the data, we followed the approach 
discussed in [15].  The data were examined for any indications of the appropriate kernel 
functions, and choices were made based on the observed properties.  For the monthly rate 
of occurrence of failure data a possible periodic trend was noted in the data, leading to a 
periodic kernel function component.  A smoothed model that could handle the noise 
present within the data was also desired, leading to the addition of squared exponential 
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and noise components.  The resulting kernel function is shown in Eq. (8), and it can be 
seen to consist of the sum of squared exponential, periodic, and general noise components. 

 

           (8) 
The delta function in (8) is defined as 

.                                               (9) 

     The θ values in Eq. (8) are hyperparameters that can be found using cross validation or 
maximum likelihood techniques [15], similar to parameter estimation in a traditional 
parametric model.  The estimated values of the hyperparameters in Table 1 were 
computed using Matlab code in GPML [22] with conjugate gradient optimization on the 
marginal likelihood.  Note that approximate confidence intervals on the estimated 
hyperparameters could be calculated using Fisher Information to provide additional 
insight into the model uncertainty if desired. 
     The resulting rate of occurrence of failure model for the data is shown in Figure 1.  The 
solid line is the predicted value, and the dashed lines indicate the 95% probability interval 
associated with the prediction.  The training data points that were used to develop the 
model are shown as circles, and the “+” symbols represent test data points that were 
withheld during the model development.  The plot shows that the model appears to 
perform reasonably well at predicting the test data points, and formal statistical tests are 
presented in Section 3.   

Table 1: Hyperparameter Estimates for Covariance Function 

Parameter  Value  
θ1 4.38 
θ  2 0.31 
θ3 0.13 
θ4 1.03 
θ5 0.26 
σn 0.12 

     The increasing trend that exists in the data from months 10 – 25 is due the use of the 
fleet in a harsher environment than in the earlier and later months.  The predicted future 
behavior of the model is also shown for 24 months into the future, which can provide 
valuable information for maintenance planning for the fleet of vehicles being considered 
in the GPR model.  The uncertainty can be seen to increase with further extrapolation 
beyond the range of the data, as is the case with regression in general. 
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Figure 1: Log-GPR Model for Monthly Rate of Occurrence of Failure 

To demonstrate an additional capability of the Log-GPR model for reliability monitoring, 
we use the previous model as a baseline and examine the rate of occurrence of failure for 
the following month.  Figure 2 shows the following month’s rate of occurrence of failure 
with respect to the model developed using the previous 41 months of data.  The rate of 
occurrence of failure for the following month is plotted as an ‘x’.  The resulting rate of 
occurrence of failure is above the 95% upper probability bound, which provides 
motivation to investigate the cause of the increased number of failures.  Because of the 
geographic and usage variation that exists within the fleet, it is reasonable to investigate 
whether the increase in failures is due to a specific use or location, or possibly even age 
related.  This investigation can be accomplished using Log-GPR on the detailed data that 
is also collected each month.  Also note that the model would traditionally be updated in a 
continuous process monitoring approach, but this should only be considered after 
understanding the cause of the variation that is present in the new data. 
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Figure 2: Process Control Result for Monthly Rate of Occurrence of Failure 

 
     Unlike the numbered inputs in the time series model previously developed, the input in 
this case will be a vector of information that describes each individual vehicle in the fleet 
for the month.  The detailed inputs collected for each vehicle are a mix of quantitative and 
qualitative values consisting of the odometer reading, vehicle model, location, and job 
type.  The vehicle model, location, and job type are qualitative values that require 
indicator variables for their specific classes.  Standard methods for regression with 
qualitative variables can be applied in this context; a more in-depth discussion of 
modeling with quantitative variables can be found in many references, see for example 
chapter 11 in [23].  There are seven distinct possibilities for the vehicle model, along with 
two distinct possibilities for both the location and job type.  This results in nine total 
values in the input vector.  The odometer reading is a quantitative value and is therefore 
represented by a single input denoted as X1.  The vehicle model is represented by 
indicator variables X2 through X7, and location and job type are represented by indicator 
variables X8 and X9 respectively.  The overall input vector X is then just X = [X1 X2 … X9], 
and the Log(Y) values are the observed log-rate of occurrence of failures for each vehicle 
during the month.   
     There were 1392 vehicles in the fleet for the month being examined.  1192 training 
data points were used to build the model, with 200 randomly chosen test data points held 
out for goodness of fit assessment.  The kernel function used in this case was a 
combination of a rational quadratic form with a noise term.  The rational quadratic kernel 
corresponds to an infinite mixture of squared exponential kernels [15], making it an 
intuitive choice for smoothing with multi-dimensional inputs.  It was also necessary to 
have a kernel that would allow for noise in the data, leading to the kernel function shown 
in Eq. (10). 
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     The delta function is again defined as 



708                                             Martin Wayne, and Mohammad Modarres 
 

                                              
                                          

(11) 

     The matrix P is a diagonal 9-dimensional matrix with hyperparameters θ1 through θ  9 
along the diagonal and zeros elsewhere.  Each hyperparameter in P corresponds to a 
specific term in the input vector, and these values can be chosen as before through cross-
validation or maximum likelihood approaches.  An additional benefit of this kernel 
function is that it allows for automatic relevance determination, where the optimal values 
of the hyperparameters within P define the relevance of the contribution of the specific 
input within the overall model structure.  Because the inverse of P is used, large 
hyperparameter values indicate little relevance to the model while small values indicate 
input covariates of higher importance to predicting the desired rate of occurrence of 
failure.  The optimal values of the hyperparameters in Table 2 were again computed using 
Matlab code in GPML [22] with conjugate gradient optimization. Approximate 
confidence intervals on the estimated hyperparameters could again be calculated using 
Fisher Information to provide additional insight into the model uncertainty. 

Table 2: Hyperparameter Values for Covariance Function  

Parameter  Value  
θ1 2373.141 
θ2 10.609 
θ3 0.289 
θ4 0.743 
θ5 2.493 
θ6 0.616 
θ7 0.242 
θ8 0.386 
θ9 0.100 
θ10 3.503 
θ11 0.001 
σn 0.008 

 
     To examine the model’s ability to provide reasonable predictions for general data 
inputs, the model results for the first 20 test data points are shown in Figure 3.  The rate of 
occurrence of failures is plotted with respect to the vehicle number for display purposes.  
The “x” and dashed lines indicate the mean and 95% probability interval associated with 
the model prediction, with the actual test set values represented by the bars.  The plot 
shows that the model appears to perform reasonably well at predicting the rate of 
occurrence of failure for the test data points, and formal statistical tests are presented in 
Section 3.  It also shows that a small number of vehicles are experiencing higher rates of 
occurrence of failures relative to other vehicles in the fleet.  Commonality between these 
vehicles, such as location or mileage can then be examined within the model to determine 
any underlying connections or causes.  This can help to appropriately direct resources for 
better health management of the fleet. 
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Figure 3: Rate of Occurrence of Failure Test Data Result for Detailed Inputs 

To demonstrate this concept, Figure 4 shows the rate of occurrence of failure as a function 
of the odometer reading of the vehicle.  The solid centerline indicates the mean rate of 
occurrence of failure, while the shaded area is the 95% probability interval.  This 
relationship indicates the behavior of the rate of occurrence of failure with respect to the 
age of the vehicle while the vehicle model, location, and job type are held constant.  This 
plot can generally be used for prognosis purposes, showing the success of any 
preventative maintenance programs.  Successful programs should show no significant 
increases in the rate of occurrence of failure of the vehicle as it accumulates more miles.  
As shown in the results, the rate of occurrence of failure as a function of total mileage is 
indeed fairly constant, slightly increasing at mileages near 50,000 miles and then 
decreasing again near 75,000 miles.   
     These results indicate that the preventative maintenance techniques are well within 
control for the vehicle.  In Table 2 it is also worth noting that the value of the first 
hyperparameter corresponding to the odometer reading is large.  There is an inverse 
relationship between the hyperparameter and input variable, which provides further 
evidence through automatic relevance determination [15] that there is little impact due to 
vehicle mileage.  While aging does not appear to be a major problem within these data, 
the slight increase in the failure intensity that occurs near 50,000 miles is reason for 
further examination.  This may be an early indication of some wear-related problems that 
could be mitigated through additional preventative maintenance procedures.   
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Figure 4: Log-GPR Results: Rate of Occurrence of Failure vs. Total Vehicle Mileage 

3.  Goodness of Fit for Model Generalization 

The kernel function is crucial in the regression problem.  It generally describes the degree 
of similarity between any two input points, and it also completely determines the 
predictive results of the model.  This is a somewhat intuitive property, in that it is 
reasonable to expect that when the inputs are also close to one another, the observed 
outputs are also close in some sense.  It is therefore desirable to have some means of 
assessing the appropriateness of the chosen kernel function.  Use of the likelihood 
function for model selection and assessment is a rigorous method for comparing multiple 
model forms under consideration [21], but it provides no indication of the overall ability 
of the model to adequately generalize and provide reasonable predictions.  All model 
forms under consideration may simply be inadequate for describing the data, which may 
not be obvious when considering the likelihood alone.  To overcome this limitation, a 
Goodness of Fit (GoF) procedure can be used to assess the generalization capability of the 
proposed GPR model.  A drawback of this approach is the required segmentation of the 
available data into training and test sets, but it does offer an additional procedure for 
assessing the utility of the model in a general setting beyond that of the data that were 
used to develop the original model.   
     Let z = [z1 z2 … zn]’ represent the nx1 dimensional log-transformed test data with 
predicted mean μ and covariance Σ.  From the assumption of the Log-GPR model 
developed using the training data, the zi values are a set of correlated normally distributed 
random variables.  We can decompose Σ into UΛU’, where U is a matrix whose columns 
are the eigenvectors of Σ, Λ is a matrix with the eigenvalues of Σ as the diagonal and 
zeros elsewhere, and U’ is the transpose of U.   
     The transform z* =U-1z will then be normally distributed with expected value and 
covariance given by  

              (12) 

            (13) 



Modeling Rate of Occurrence of Failures with Log-Gaussian Process Models: A Case Study     711 
for Prognosis and Health Management of a Fleet of Vehicles 

 
z* is therefore a vector of independent normal random variables.  For the ith term in the 
vector z, the quantity   
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which follows a chi-squared distribution with n degrees of freedom.  Figure 5 shows a 
histogram of the distribution for 10,000 simulated values of the chi-squared statistic in Eq. 
(15) for 10-dimensional correlated multivariate normal random variables.  The theoretical 
chi-squared distribution with 10 degrees of freedom is overlaid as a solid line.  The 
agreement between the two distributions indicates the validity of the chi-squared test in 
this application.  Computing this statistic for the test data allows for computation of a p-
value.  A small p-value will indicate that the test data do not agree well with the 
underlying model that has been developed from the training data.   

 
Figure 5: Distribution of Simulated Chi-Square Test Statistic 

     For the monthly rate of occurrence of failure test data in Section 2.2, the computed chi-
squared test statistic was found to be 9.57, which yields a p-value of approximately 0.92.  
For the detailed vehicle test data, the chi-squared test statistic was computed to be 160.70, 
which yields a p-value of 0.98.  This indicates that there is no evidence against either of 
the models developed from the training data.  The models each do generalize extremely 
well; but as with any model of this type, caution should be used when extrapolating far 
beyond the ranges of the data that were used to develop the models. 
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4.   Conclusions 

A Log-GPR technique for modeling the rate of occurrence of failure of complex systems 
has been demonstrated in the context of a fleet of vehicles.  The technique has been shown 
to be a powerful non-parametric method for prognosis and health management while 
handling complex dependencies and non-linear relationships within data.  The model and 
associated predictions are completely determined through the specification of the kernel 
function, and the Bayesian framework of GPR provides a straightforward method for 
developing the results.  A GoF procedure has also been presented for examining the 
generalization capability of the chosen model.  Further work in the area of model selection 
would prove useful though.  While the GoF procedure presented here has been shown to 
be useful for model assessment, more fully automated procedures for specifying the 
appropriate kernel function would make widespread implementation of the technique 
much more practical.  
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